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Abstract

Accurate well rate forecasting is essential for successful field development in the oil
industry. Recurrent -based deep learning models have been used for production
forecasting. However, recent advancements in the field have led to the use of
transformer and transfer learning to overcome the need for large amounts of data.
This dissertation presents an approach to using modern deep learning algorithms for

oil production forecasting.

To enhance the accuracy of oil rate predictions in the Norwegian Volve  and Norne
fields, a combination of statistical models and deep learning models were
investigated . These models included Autoregressive Integrated Moving Average
(ARIMA), Light Gradient Boosti ng Machine (LightGBM), Block Recurrent Neural
Network (BlockRNN), Temporal Fusion Transformer (TFT), and the Neural Basis
Expansion Analysis for Interpretable Time Series Forecasting (N -BEATS) using
transfer learning. The models used multivariate real time historical data, such as
bottomhole pressure, wellhead pressure, wellhead temperature, and choke size, as
input features to predict the oil rate of two wells in each field . The models were
trained on 85% of the data and tested on the remaining 15%, with t he advanced
models TFT and N -BEATS being compared to the conventional models in terms of

prediction performance.

The complex production data used in this forecasting problem showed no clear trends

or seasonality. The advanced deep learning models, the Temp oral Fusion
Transformer (TFT) and the Neural Basis Expansion Analysis for Interpretable Time
Series (N-BEATS), outperformed other models in  terms of forecasting accuracy . The
TFT model was able to significantly minimize the testing Mean Squared Error (MSE)
Additionally, the model predicted a range of uncertainty between the 10th and 90th
percentiles to consider the variability in the blind test intervals. The N -BEATS
transfer learning model was better at capturing dynamic time series features from

the M4 d ataset and applying that knowledge to predict oil rates in the Norne field,



without any input variables like reservoir pressure. The N -BEATS approach was
superior to all other models in  terms of the difference between the forecast and actual
rate, resultin g in a mean square error of 0.02 for well F -12 and 0.05 for well F -11

respectively.

Previously, machine learning and deep learning techniques in the petroleum sector
mainly utilized only historical field data for their predictions. However, our study
highlights the potential of transfer learning and the N -BEATS model in green fields
or newly developed areas where historical data are scarce. Additionally, the TFT
probabilistic deep learning model showed outstanding results, outperforming
traditional models, and providing a range of forecast uncertainty, which is very useful

in making well -informed decisions in field development.
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CHAPTER 1.

1.Introduction

1.1. General Background
In the oil and gas industry, accurate estimates of well rates are essential. Such

estimates play a critical role in field development and in enhancing surveillance
capabilities, both of which are aimed at maximizing well production and ensuring

uniform, piston -like flooding.

Specifically considering fluid measurements, the rate is typically measured using a
test separator. These measurements are usually conducted on a monthly basis with
a portable separator that can separate water, oil, and gas  as illustrated in Figure 1-2.
However, such testing is performed only on a selection of wells, not all of them. If a
well shares a pipeline, or manifold, with other wells, it becomes necessary to
temporarily shut down these other wells during the testing of a specific well. This can

be costly due to lost produ ction from the shut -in wells, and in offshore settings, the

test separator also requires additional platform space . (Alali, 2023; Wilson, 2020)

Gas Qut

Hydrocarbon
Mixture In

Water Out Qil Out
Figure 1-1:Three phase separator  (Wilson, 2020)



To eliminate the need for an advanced test separator and shutting in wells on the
same manifold, the oil and gas indust ry has developed what are known as smart
fields. In these smart fields, sensors and devices are directly installed within the field,
enabling real time monitoring of various parameters from the office. These
parameters include fluid flow rates, downstream and upstream temperatures,
wellhead pressure, and choke size . However, it is important to remember that these

devices do not always provide the most accurate readings.

If a well is equipped with a multiphase flow meter (MPFM) and connected to a Data
Acquisition System (DAS), daily readings can be taken and monitored remotely from

an office. These MPFMs can measure the individual flow rates of oil, gas, and water
without the need to separate the phases. An MPFM consists of a venturi, a salinity
probe, a gamma detector, and pressure and temperature sensors. The venturi
measures the total flow rate using the pressure readings  as illustrated in  Figure 1-2.
But these MPFMs, despite their utility, require careful calibration and verification

using Pressure Volume Temperature (PVT) data and specific design estimates to
ensure the accuracy of their readings. They are also a significant investment, with
costs ranging from $250,000 to $500,000.

The risk associated with incorrect readings from these meters can lead to costly
decisions. For instance, if an MPFM shows high water ra te, an engineer may decide
to sidetrack the well based on that reading. If this reading turns out to be incorrect,

and the well is, in fact, producing a high oil rate, the decision could result in
substantial unnecessary expenses. Therefore, MPFMs require  regular maintenance,
and occasionally, verification tests using portable separators are necessary to confirm
the accuracy of the readings provided by the multiphase flow meters.  (Wilson, 2020;
Scheers,2002)



Figure 1-2: lllustration of a Mechanical Venturi, which measures flow rate by observing the
difference in pressure (Wilson, 2020)

1.2. Motivations

This research investigate d the potential for advanced analytical techniques,
including statistical methods, machine learning, and deep learning, to forecast time
series data collected from smart field . This strategy makes use of historical data
without the need of reprocessing. Given the high level of noise in the data and the
vast array of information extracted from smart fields. The aim of this research was
to assess whether these models, in conjunction with readings from multiphase flow
meters, can deliver reliable oil rate forecasts, thus offering a form of ongoing
assessment without requiring  conventional verification methods. This could
potentially lead to significant cost reductions and provide guidance for the calibration

process in oil and gas production .



1.3. Literature Review
1.3.1. Prediction through Physics -Driven Models

Steady-state models are used in the oil and gas industry to forecast oil rate, the
analysis, called nodal analysis, where the engineer can simulate the production
performance by integrating different production components. The concept of Nodal
Analysis was first proposed by Gilbert in 1954 and further discussed by Nind in 1964
and Brown in 1978. The production system is divided into thre e fundamental
components: flow through porous media, flow through  production pipe (TP), and flow

through the discharge line ( DL).

In nodal analysis, all components upstream of the node  make up the inflow section,
while all components downstream of the node form the outflow section. A relationship

between flow rate and pressure drop is needed for each system component. The flow
through the system can be determined when two requirements are met: flow at the

node's input equals flow at the node's exit, and a s ingle pressure exists in the node.

0 A 'O "QMé Qiel 01 Equation 1
0 B €00 MEQI I 601 Q Equation 2
0 B0 A Equation 3

We can use nodal analysis to estimate the flow rate at any section, or to determine
the optimized flow rate for each well based on the design or to forecast the production.
But to perform the nodal analysis we need an in -depth understanding of the reservoi r

and expertise in the field.



1.3.2. The Era of Oil Rate Prediction Using Machine

Learning and Deep Learning
As the industry gradually moves away from traditional physics -based models, there

is anincreasing trend towards leveraging the power of artificial int  elligence (Al). This
evolution is primarily driven by the desire to bypass the exhaustive data collection

and the need for expertise inherent to physics -based approaches. Within the Al
spectrum, machine learning has gained traction in the oil and gas industry .
Specifically, feature -based machine learning endeavors to reveal latent patterns in
real-time field data, emphasizing dynamics such as the relationship between flow
rate and pressure . These patterns carry valuable information about the reservoir and
can be used in several ways. They can help identify the reservoir model by analyzing
pressure changes with a simple flow rate history. They can also predict how the

reservoir will perform by using rate controls as inputs to the learned models

One of the first efforts in this area were made by (Liu & Horne, 2012) who used a
convolution al kernel approach to understand pressure convolution effects. They
successfully tested their method on both synthetic and real field data . Later, (Tian &
Horne, 2015, 2017b) expanded the application of feature -based machine learning to
other areas like multiwell testing, flow rate reconstruction and inter -well connectivity

problems.

Each of these research efforts heavily relie d on the precise selection of handcrafted
features. These features are specifically chosen based on knowledge of the underlying
physical activities. Choosing inappropriate features can result in major inaccuracies

in the findings. Thus, when there is a lack of comprehensive understanding ,

employing handcrafted features in machine learning becomes problematic.

(Tian & Horne, 2017a) introduced a deep learning approach, exploring two models
the standard Recurrent Neural Network (RNN) and Nonlinear Autoregressive
Exogenous model (NARX). These models offer a feature independent option in

contrast to conventional machine learning techniques. This attribute makes deep



learning a favorable method, especially when crafting features by hand is

challenging.

Deep learning models tailored for time series analysis have yielded  promising results.
Building on this, (Li and Horne, 2019) delved deeper into the ca pabilities of these
models, studying the effectiveness of Recurrent Neural Network (RNN), Gated
Recurrent Unit (GRU), and Long Short -Term Memory (LSTM) in understanding
relationships between variables such as water cut, oil rate, choke size, and
temperatur e for well pressure prediction. Among the models tested, the Long -and
Short-term Time series network (LSTNet) showcased a remarkable performance,

outperforming the other algorithms.

Recently (Thavarajah et al., 2022) demonstrated the application of the Mixed Input
Forecaster (MIF), DeepAR, and Temporal Fusion Transformer (TFT) for forecasting
oil, gas, and water rates in unconventional fields. Their mode Is produced accurate
forecasts, outperforming several other deep learning techniques. Notably, the data

they employed was not sourced from real -time smart fields.

This research was a continuation of the foundational work laid out by earlier
researchers in the field. Our objective was to further explore the intricacies of

forecasting oil rates within digitized fields

Figure 1-3 showcases the previous work undertaken by the SUPRI -D team at
Stanford in the realm of machine learning and deep learning for time series

forecasting.
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1.4. Dissertation Outline
Chapter 2 provides a comprehensive overview of the Volve and Norne fields.

Subsequently, the chapter delves into the processes of data handling for each field,
ranging from the initial stages of data  processing to detailed data exploration. To
conclude the chapter, we outline the specific techniques adopted for data splitting and

the evaluation methods utilized during the algorithmic training and testing phases.

Chapter 3 is centered around our applied methodologies. We start with a discussion
on various forecasting methods and subsequently examine the specifics of each

algorithm we have used including:

i Statistical Modeling Using Autoregressive Integrated Moving Average
(ARIMA), elucidating its performa nce on the full dataset, logarithmically
transformed dataset, and truncated datasets.

1 Light Gradient Boosting Machine (LightGBM), in which we investigate its

results and associated performance.
Later, we examine the Deep Learning Mode Is, namely :

Block Recurrent Neural Network (BlockRNN)
Temporal Fusion Transformer (TFT)
1 The Neural Basis Expansion Analysis Time Series Model (N -BEATS),

spotlighting its distinctive architecture.

The outcomes are subsequently presented in -detail in the results section,

benchmarking the forecasting capability of each model .

Chapter 4 summarizes the work , presenting conclusions derived from our research.
Additionally, it gestures towards future research opportunities, suggesting potential

areas where transfer learning can be further employed .



CHAPTER 2.
2.Field Data Analysis and Exploration

This research incorporate d two datasets derived from the Volve and Norne fields.
Equinor and its license partners have published the data to make them available for
further research and educational purposes , both of which correspond to locations in
the Norwegian sector of the North Sea. Exploration of each field is presented in the
forthcoming sections.

2.1. Overview of Volve Field

The Volve field is an offshore oil field located in the North Sea on the Norwegian
continental shelf, 200 kilometers west of Stavanger, as shown in Figure 2-1. Oil was
discovered at the Volve field in 1993 . The Volve field produced oil from middle
Jurassic sandstones of the Hugin formation. To maintain pressure, the primary
method of recovery employed water injection wells, located at the flanks. Additional
injection and production wells were drilled during 2012 -2013, resulting in an

improved recovery rate and extended field life.

The field had a total of seven active wells, three injectors and four producers during
its operation period from February 2008 to September 2016. After 8.5 years of
operation, with a cumulative production of 63 million barrels of oil and a recovery

rate of 54%. Equinor and the Volve license partners made all subsurface and
production datasets from the field publicly available. These datasets incorporate a
wide range of time series data, including oil and water rates, well trajectories, well
logs, bottom hole pressure, w ellhead pressure, wellhead temperature, choke size
opening, water cut, total oil rate, and total water rate. These datasets cover the entire
operational period of the field, and can be utilized to support further research and

facilitate learning. (Samo, 2020.; Sen & Ganguli, 2019) .
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Figure 2-1:Location of Volve field in the North Sea  ((Sen & Ganguli, 2019)

2.2. Overview of Norne Field

The Norne field is a hydrocarbon reservoir locate d in the southern sector of the
Norwegian sea. The field is 10 km long and 2 km wide and has a water depth of 380
m as shown in Figure 2-2. Norne field was discovered in December 1991, and the
development project began in 1993. The field consists of two separate structures,
Norne main structure (Segment C, D and E) and Norne G  -Segment. It produces oil
and gas from Jurassic sandstone formations, with oil found in the lle and Tofte
formations and gas in the Not formation. The field has a depth of 2,500  meters. There
are 29 production wells and 10 injection wells in the field. Oil production began in
November 1997 and gas production started in March 2001. The production was
extracted with the help of gas and water injection. The simulation includes historical
data from 1999 to 2006 of wells' bottomhole pressure (BHP) and production,  including

oil rate, gas rate, and water rate  (Suman, 2013).

10



North Sea

Figure 2-2:Location of Norne Field in the North Sea (Suman, 2013)
2.3. Volve Field Data Preprocessing

The research utilized data collected from the Volve field, which consists of daily
measurements from 2008 to 2016. The production periods for the F  -12 and F-11 wells
varied as shown in Figure 2-3. The F-12 well data covered the entire period from 2008
to 2016, while the F -11 production data was available from 2013 to 2016 only. To
evaluate the model's ability to predict production rates in the presence of a high -noise
dataset, we used the raw data without p reprocessing. However, the raw data
contained missing values, which were addressed using forward linear interpolation.
This method estimates missing data by taking the average of the known data points
surrounding it, ensuring consistent time steps.  Nonetheless, F-11 and F-12 wells had

fewer missing data compared to other wells as shown in Figure 2-4.

11
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2.4. Volve Field Data Exploration

Before proceeding with the modeling phase, it was important to investigate the
associations between the input features and the target variable. This inspection
enabled the recognition of correlations among different variables, thus providing a
comprehensive understanding of the dataset's abundance and coverage. To visually
represent these associations, we produced heat maps using Pearson correlation
coefficients for every pair of features and feature -target combinations.

Pearson's correlation quantifies the linear relationship between two variables. High
coefficient values usually indicate a strong positive or  negative correlation, while
lower coefficients suggest a weaker correlation. As showing in Figure 2-5, the
correlation between F -12 wellhead pressure ( WHP) and F-12 bottom hole pressure

(BHP) is not significant, which is likely attributable to frozen data in F -12 BHP.
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Conversely, the map reveals strong correlations between F  -12 WHP and the oil rate,
as well as between F-12 choke size and the F -12 water rate.

For the second well, F -11 BHP demonstrated a high correlation with F -11 WHP,
unlike F -12. Moreover, F-11 wellhead temperature ( WHT ) had a robust correlation
with the F -11 oil rate. When two features exhibit strong correlation, it is crucial to
exclude one of them during the modeling stage. This is due to the fact that the
presence of highly correlated features may result in multicolli  nearity, thereby
increasing the model's variance and reducing its interpretability. Furthermore, such

features can negatively impact the model's performance and complicate the task of

determining the authentic relationship between the features and the targ et variable.
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Figure 2-5:Heat map of Pearson's correlation coefficients

To analyze the statistical distribution of our dataset, we utilized boxplots for the

features associated with both wellbores. As seen in Figure 2-6, the data show a
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considerable amount of skewness and variation contingent upon the specific wellbore.
To mitigate this skewness, we implemented standard scaling on the training data, a

technique designed to make the data adhere more closely to a normal distribution.
We then applied this scaling to the testing dataset to maintain uniformity in the data

distrib ution.
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2.5. Norne F ield Data Preprocessing
The same analysis was conducted on the Norne field. T he historical data for the

Norne field has some missing values for certain days, which were either determined

from rate tests or allocation. As highlighted previously in this dissertation, the data
were utilized without modification, preserving their original format. Figure 2-7
illustrates the historical oil production rate of wells B -1H and B -2H, covering the

period from 1999 to 2006, which was used in the model.

Oil Rate WOPRH:B-1H

« 5000
:
o
0
1999 2000 2001 2002 2003 2004 2005 2006
Time_Step
Oil Rate WOPRH:B-2H
£ 5000
@
8 2500
1999 2000 2001 2002 2003 2004 2005 2006
Time_Step
Figure 2-7:0il Production Rate for Wells B -1H and B -2H in the Norne Field

2.6. Norne Field Data Exploration

The Norne field has fewer data points compared to the Volve field. Despite this, Norne
Field was employed in the transfer learning approach to validate the model's efficacy
even with limited dataset availability. Further details of this will be provided in the
upcoming modeling chapter . A unique feature of transfer learning is that, rather than
training the model on the Norne field dataset, we used the M4 dataset, which
comprises 100,000 diverse time series data. Consequently, the model only uses the
oil rate data for predictions. Nevertheless , the pressure data for the two wells is
displayed in Figure 2-8, and the correlation between pressure and oil rate data,

calculated using Pearson correlation, is shown in  Figure 2-9.

17



Bottomhole Pressure WBP9:B-1H

z

H

§250

§ 225

: 1999 2000 2001 2002 2003 2004 2005 2006
Time_Step

_ Bottomhole Pressure WBP9:B-2H

£ 240

£

£

$ 220

3

&

1999 2000 2001 2002 2003 2004 2005 2006

Time_Step

Figure 2-8:Bottomhole pressure for Wells B -1H and B -2H in the Norne Field
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2.7. Data Split and Model Evaluation

In our study, we divided the dataset into two segments , a training section consisting
of 85% of the data and a testing section comprising the remaining 15%. Aside from
the transfer learning approach, our model's training process used historical oil rate
bottom hole pressure, wellhead pressure, wellhead temper ature, choke size and water

rate data to predict the upcoming time step  for oil rate .

For the prediction process, we used the sliding window technique, characterized by
two parameters, the window size, and the forecast horizon. The window size refers to
the count of preceding time steps that the model will take into consideration when

making a prediction, while the forecast horizon specifies the time step to be predicted.

Let us consider an example displayed in Figure 2-10. Suppose we have a window size
of three and a forecast horizon of one. The model will then take into account the prior
three time steps to predict the subsequent fourth step. After making this prediction,

it will progress one step further, consider the next three time steps and predict the
fifth one. This process continues iteratively until all time series data have been
segmented and assessed (Al-Ali & Horne, 2023a; Hota et al., 2017.; Lesti & Spiegel,
2017.).
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CHAPTER 3.
3.Method s and Results

Previously, we explained the data analysis, exploration, modeling split, and
forecasting methods. In this section, we delve into the methodology  of each algorithm.
In the research, we employed a statistical model, the Autoregressive Integrated
Moving Average (ARIMA), a machine learning model called Light Gradient Boosting
Machine (LightGBM), and then applied deep learning models known for their
effectiveness in managing temporal dependencies within time series data. These

models were tested for their e fficiency in high noise datasets .

Specifically, we trained the Block Recurrent Neural Network (BlockRNN), Temporal
Fusion Transformer (TFT), and applied a transfer learning approach utilizing the
Neural Basis Expansion Analysis for Interpretable Time Seri  es Forecasting (N -
BEATS) algorithms to predict the oil production rates of two wells, namely 15/9 F -12
and 15/6 F-11, located in the Volve field. Furthermore, to demonstrate the efficacy of
the transfer learning approach in forecasting the oil rate within a limited dataset, we
utilized the data from the Norne field for wells B -1H and B -2H, using 500 time -steps.
The results of this model were compared against the BlockRNN model. The principal
motivation for implementing this approach in the Norne field with 500 time -steps is
to illustrate the promising results of transfer learning in the era of green fields and

limited data availability

3.1. Forecasting Method s and Algorithms

In our research, we employed two primary techniques for time series forecasting:
Historical Forecasting and Regression Prediction. Although these methods are both
used for time series forecasting, they operate on different principles. In Historical
Forecasting, we take advantage of actual data points to make our predictions. For
instance, when utilizing the sliding window technique with a window horizon of six,

the seventh point is predicted using the actual values of the preceding six points as

the window progresses. In the Regression Prediction method, we use previously
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forecasted values for further predictions. In this scenario, the model's predicted value

at the sixth point serves as the basis for predicting the seventh point.

For this research , we appli ed the Historical Forecasting method in the Neural Basis

Expansion Analysis Time Series (N -BEATS) model. On the other hand, we applied
the Regression Prediction method in the Autoregressive Integrated  Moving Average
(ARIMA ), Light Gradient Boosting Machine (LightGB M), Block Recurrent Neural

Network (BlockRNN), and Temporal Fusion Transformer (TFT) models

3.2. Statistical Modeling Using Autoregressive
Integrated Moving Average (ARIMA)

The Autoregressive Integrated Moving Average (ARIMA) is a popular statistical
method for time series forecasting. ARIMA combines two simple r components, the
AutoRegressive (AR) model, which predicts the future using past information, and
the Moving Average (MA) model, which forecasts based on previous forecasting

errors.

w o0'Yyn 00n Equation 4
The general formula for ARIMA models isas f ollows:
w6 B owdo Q B 1 -0 p Equation 5
This equation comprises two main parts. The first part represents the autoregressive

model, and the second part represents the moving average model . Table 3-1

summarizes the definition of each parameter in the ARIMA model.
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Table 3-1:Parameters and Definitions for ARMA Model Components

Parameters Definitions

p The order of AR part, which represents the past values that were used

in the prediction .

@ The autoregressive coefficients to determine how much the past term

influences the current term.

wo Q The observed value at the previous time step.
a The order of MA part, which represents how many past forecast errors
were used.

f The MA parameters or coefficients that the  model learns. They
determine how much each past forecast error influences the current

term.

E (1) The past forecast errors .

The hyperparameters, such as the autoregressive parameter (p), integrated
parameter (d), and moving averages (q), were determined by performing a grid
search. The search was aimed at finding the optimal parameters that minimized the
Mean Absolute Percentage E rror (MAPE). For each well, we identified different
optimal parameters. For instance, for well F  -11, the optimal parameters were p=5,
d=1, g=1, while for well F -12, they were p=10, d=1, g=1. The data did not show any
signs of seasonality or trends. However , the seasonality in the data can be analyzed
using an autocorrelation plot, which helps identify similarities between data points.

In our implementation, ARIMA uses features such as pressure, temperature, and
choke size as future covariates to predict the oil rate. In the first well, F -11, for
example, five previous oil rate time steps are used to predictthe  sixth time step, with
the window continuously shifting until the end of the prediction period (Ojedapo et

al., 2022; Olominu & Sulaimon, 2014) .
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However, ARIMA did not perform well in predicting oil rates. As a result, we made
several attempts to improve the ARIMA  performance. The first attempt involved
transforming the data logarithmically to achieve stationarity, where stationarity can

be tested. The second attempt focused on excluding the last 500 timesteps. This
approach made the data easier to predict, as removing the last 500 points revealed a
consistent decreasing trend . The following sections benchmark the performance of
the ARIMA model when deployed on the full dataset without transformation, the

logarithmically transformed dataset and the truncated dataset.

3.2.1. ARIMA Performance on the Full Dataset
As highlighted in Chapter 2 , 85% of the data w ere allocated for training, while the

remaining 15 % was used for testing. Figure 3-1 and Figure 3-2 illustrate the
prediction results for well F -12 and F-11 using the complete dataset with varied
inputs such as bottomhole pressure (BHP), wellhead pressure (WHP), temperature,
water rate, and choke size. It was observed that employing wellhead pressure and
water rate as future covariate s yielded the most accurate predicti ons compared to
other features. The model could not accurately capture the decreasing trend in the oil

rate as well as producing unrealistic results due to frozen bottomhole pressure data.

Various error metrics were utilized to assess the model's  performa nce. Mean absolute
error proved to be the best error metric for noisy time series data. =~ ARIMA perform ed
best with short -term predictions and require d stationary data. The initial attempt to
use the data and the optimal parameters resulting from the grid se  arch did not yield
satisfactory results. Consequently, a second approach was employed involving the
use of a logarithmic transformer to promote stationarity. A third attempt involved
utilizing a truncated dataset, whereby the last significant change in tre nd was
omitted. The data were tested over 2000 timesteps where the trend in training and

testing was consistent, thus making predictions easier.
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3.2.2. Logarithmically Transformed Data set Results
A logarithmic transformation was applied to the same dataset to enforce stationarity.

The results obtained from this transformed dataset were better than those from the
untransformed dataset. However, the model still did not fully capture the a ctual oll
rate data. Notably, when using the wellhead pressure as a future covariate, the
prediction performed better than with the untransformed dataset. Figure 3-3 and
Figure 3-4 show the results for the oil rate forecasting using logarithmic transformed

dataset.
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Table 3-2 and Table 3-3 display the corresponding error matrices.
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Table 3-2:The error metrics for well F

-12 using the ARIMA model.

Feature MAE SMAPE Coefficient of MARRE RMSE
Variation

F-12 BHP 0.18 21.83 201.51 20.96 1.60

F-12 WHP 0.05 22.37 10.10 6.05 0.08

F-12 WHT 0.25 24.94 86.14 29.76 0.68

F-12 Water Rate 0.07 2491 9.59 8.16 0.08

F-12 Chz (choke size) 0.12 28.15 17.98 14.06 0.14

Total water 0.15 27.73 32.79 18.02 0.26
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Table 3-3:The error metrics for well F -11 using the ARIMA model.

Feature MAE SMAPE | Coefficient of Variation MARRE RMSE
F-11 BHP 0.06 8.13 14.35 6.28 0.13
F-11 WHP 0.05 7.69 14.86 5.93 0.14
F-11 WHT 0.08 10.21 15.72 8.49 0.14

F-11 Water Rate 0.04 7.40 4.53 4.05 0.04
F-11 choke size 0.04 8.68 7.30 4.50 0.07
Total Oll 0.03 5.74 13.47 3.05 0.12
Total water 0.05 7.40 13.07 5.43 0.12

3.2.3. Truncated Dataset Results
The dataset shows a trend in the last 500 timesteps of the prediction period  that is

different from the earlier data (in the training set). Ideally, using future covariates,

we would expect the model to account for changes in the rate due to factors such as
decreasing pressure, changes in the opening size, or decrease in water rate. However,
ARIMA was not able to accurately incorporate these changes in the prediction phase.
Instead, it largely followed the feature while predicting the oil rate, failing to capture
the changes affecting oil production. As an attempt to improve this performance , the
last 500 data points were removed, and the model was retrained and tested using the
remaining data points. As showni n Figure 3-5 and Figure 3-6, this approach resulted
in a more accurate forecast compared to the actual oil rate, thus demonstrating
improved performance. Nevertheless, the prediction did occasionally produce
negative results for oil rate forecasts. ARIMA can produce negative forecasts for a
variety of reasons. Being designed specifically for stationary data, ARIMA may
behave unpredictably and yield negative results if the data are not properly
transformed. In addition, incorrect selection of optimal parameters could lead the
model to produce biased forecasts. A comprehensive g rid search was conducted, and
logarithmic transformation was applied to the data. However, we still encountered
negative predictions in our forecast. This indicates that ARIMA might not be the most
suitable model for this specific dataset, or there may be  other underlying factors or

complexities within the data that ARIMA is not capable of adequately capturing.
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These could include nonlinear trends or dependencies that are beyond the model's

capacity.
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Figure 3-5:ARIMA F -12 oil rate prediction results using the truncated dataset with future covariates.
The forecasted oil rate is represented in black, the original oil rate in green, and the future

covariates are shown in red.
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Table 3-4:The error metrics for well F

-12 using the ARIMA model.

Coefficient of
Feature MAE SMAPE - MARRE RMSE
Variation

F-12 BHP 0.02 37.49 10.25 21.01 0.04

F-12 WHP 0.02 35.85 12.35 22.44 0.04

F-12 WHT 0.04 36.78 23.02 33.51 0.08

F-12 Water Rate 0.04 57.23 14.05 39.23 0.05
F-12 Choke size 0.07 70.92 28.88 69.84 0.10

Total Water (F-11 and F-

12) 0.04 57.42 14.20 39.63 0.05
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Figure 3-6:ARIMA F -11 oil rate prediction results using the truncated dataset with future
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Table 3-5:The error metrics for well F -11 using the ARIMA model.

Feature MAE SMAPE Coefficient of MARRE RMSE
Variation
F-11 BHP 0.11 14.85 30.52 15.32 0.22
F-11 WHP 0.09 12.62 29.17 12.23 0.21
F-11 WHT 0.11 14.49 31.18 14.90 0.22
F-11 Water Rate 0.06 9.31 12.39 8.48 0.09
F-11 choke size 0.06 8.36 12.30 7.75 0.09
Total water 0.07 10.12 13.75 9.37 0.10
3.3. Light Gradient Boosting Machine (LightGBM)

Conventional implementations of gradient boosting decision trees  algorithms have
challenges when dealing with big data, as the complexities increase with the number
of features and instances. However, Light Gradient  Boosting Machine (Light GBM) is
an efficient and powerful machine learning framework that utilizes tree -based
learning algorithms and gradient boosting. It is often used due to its high
performance in efficiency, accuracy, and interpretability. The algorithm is
particularly effectiv e in large scale machine learning tasks, including multi  -class

classification, click prediction, and learning to rank  (Ke et al., 2017) .

Light GBM introduces two innovative techniques, Gradient -based One-Side Sampling
(GOSS) and Exclusive Feature Bundling (EFB), to overcome computational

complexities.

Gradient -based One -Side Sampling (GOSS) : This method focuses on instances in
your data that the model is still struggling to understand, also known as under
trained instances. Think of it as you are studying for a test, you want to spend more
time on the topics you find difficult, rather thantho ~ seyou have already mastered. In
the world of gradient boosting, these under trained instances are the ones with larger

gradients. Instead of giving equal attention to all instances when down sampling, the
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GOSS method suggests keeping these harder instance s and randomly dropping the
ones that are easier. This way, the model can focus more on what it doesn't know yet,

which can lead to more accurate predictions (Ke et al., 2017).
Intuitive steps for GOSS calculation

Sort the Data Instances: First, you arrange your data instances from highest to
lowest based on their gradients. A gradient is a measure that shows how much an
instance contributes to the model's learning. Instances with higher gradients are less

well trained and require more learning.

Select the Top Instances: From this sorted list, you pick the top portion of
instances. This selection is based on a predetermined percentage, represented as 'a *
100%'. These selected instances are the ones with the largest grad ients and are the

most under trained.

Random Sampling from Remaining Instances: After the top instances are
selected, you then randomly pick instances from the remaining pool. The selection
here is a smaller predetermined percentage, represented as ‘b x 100%'. These

instances are better trained compared to the first group.

Adjusting for Balance: After the random sampling, the representation of small
gradient instances is less than in the original distribution. To correct this, you
increase their influence b y a constant factor. This ensures that the distribution of
instances remains similar to the original, and the focus on under  -trained instances is

preserved.

Figure 3-7 summaries the steps of Gradient -based One-Side Sampling in simplified

way.
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I: training data, d: iterations

1-a
models « {}, fact « 5

a: sampling ratio of large gradient
4( Input

b: sampling ratio of small gradient

loss: loss function, L: weak learner

r

preds « models. predict(l) topN « a X len(I),randN « b X len(I)

g < loss(l,preds),w « {1,1,....}
sorted « GetSortedIndices(abs(g))
topSet « sorted[1: topN] -
randSet « RandomPick(sorted[topN: len(I)], randN)
usedSet « topSet « randSet

wlrandSet] X = fact N
o Assign weight fact to the small gradient data.
newModel « L(I[usedSet|,—glusedSet], w[usedSet])
models. append (newModel)

fori=1toddo

Figure 3-7:Gradient -based One -Side Sampling

Exclusive Feature Bundling (EFB) : In many situations, the data  you are working
with will have a large number of features, or individual measurable properties.
However, often many of these features will not often take nonzero values at the same
time they are sparse. EFB is a technique that essentially groups these exclusive
features together. We can reduce the overall number of features we need to consider,
without losing too much valuable information. To decide which features can be
bundled together, we use a method similar to coloring a ma p, where no two adjacent
regions have the same color. In this case, features are regions and colors are groups,
we add an edge between any two features if they are not mutually exclusive, they can
take non -zero values at the same time. The problem is then solved using a simple,

efficient algorithm. (Ke et al., 2017)
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Intuitive steps for EFB calculation

1 Constructing a graph where the edges are weighted according to the degree of
conflict between features. Conflict is det ermined by the fraction of exclusive
features that have overlapping non -zero values.

1 Sort the features in descending order.

Iterate over the sorted list of features. If a feature's conflict is less than the set

threshold, assign it to an existing bundle.

Figure 3-8 summaries the steps of Exclusive Feature Bundling in simplified way.

F: features, K: max conflict count Construet graph G }
[ bunles < {}, bundlesConflict < {} }—L searchOrder <« G.sortByDegree() }

needNew < True
forj=1tolen(bundles) do

cnt < ConflictCnt(bundles[j], F[i])
) , if cnt + bundlesConflict[i] < K then
=1l hOrder d ii
[ fori tn searchliraer ¢o bundles[j]. add(F[i]), needNew « Falsebreak

if needNew then

Add F[i] as a new bundle to bundles

Output: bundles

Figure 3-8:formal algorithm for bundling features
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3.4. Performance and Evaluation of the LightGBM

Model
The data split used for the ARIMA model was also employed for the LightGBM model,

where 85% of the data was designated for training, and the remaining 15% for testing.
Figure 3-9 and Figure 3-10 depict the prediction results for wells F  -12 and F-11 using
the compl ete dataset, which includes variables such as bottomhole pressure, wellhead

pressure, temperature, water rate, and choke size as past covariates.

For well F -12, the model took into consideration 30 past covariates and made
predictions 12 time steps ahead. However, due to the complex nature of well F -11,
various parameters were experimented with. The result represented in Figure 3-9is
for a model that employed a sliding window technique, considering 30 past covariates

to make a single time step prediction . The model struggled to accurately capture the
trend in the oil r ate, particularly for well F -11, where an increasing trend was
incorrectly projected by the algorithm. Additionally, the presence of noise was

observed in the predictions.

To evaluate the performance of the model, various error metrics were  employed, akin
to the approach taken with the ARIMA model. However, the mean absolute error was

found to be the most effective metric .

Nevertheless, the LightGBM model demonstrated exceptional speed in making
predictions, where the model's run time was le  ss than a few minutes. Further tuning
of the model is likely to yield better results than those presented. However, such an

optimization process is beyond the scope of this current work and is suggested for

future research.
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Figure 3-9:LightGBM F-12 oil rate prediction results using the full dataset.
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Figure 3-10:LightGBM F

-11 oil rate prediction results using the full dataset.
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3.5. Deep Learning Modeling

In our research, we deployed a range of deep learning models specifically designed
for handling time series data, with the goal of predicting oil rates for the two wells.
These models, characterized by their ability to manage sequence dependencies,
include the Block Recurrent Neural Network (BlockRNN), the Temporal Fusion
Transformer (TFT), and the Neural Basis Expansion Analysis Time Series (N -
BEATS). Each model offers a unique approach to handling sequential data. The
BlockRNN is a traditional recurrent -based neural network that uses memory to
understand and predict new data. In contrast, the TFT, a  transformer -based model,
relies on multi -head self-attention within both the encoder and decoder. This
mechanism allows it to selectively focus on specific par ts of the input sequence,
thereby effectively managing long term dependencies in the data. The N-BEATS
model, on the other hand, employs fully connected multilayer blocks to process
sequential data. Each block is designed to capture different patterns with in the
sequence, and the final prediction is made based on the outputs of these blocks (Al-
Ali & Horne, 2023a; Cheng et al., 2016; Vaswani et al., 2017)

In our initial approach, we trained the dataset using the BlockRNN model to predict
the oil rates for both wells, F -11 and F-12. We faced considerable challenges due to
the data's complexity, which exhibited no clear trend or seasonality and was highly
noisy. As a result, fitting the BlockRNN model proved challenging, necessitating
numerous iterations and meticulous tuning of hyperparameters. Despite these
extensive efforts, the model's performance on the test dataset fell short of

expectations.

In our second approach, we employed the Temporal Fusion Transformer (TFT) model.
The TFT model amalgamates the mechanisms used in BlockRNN layers,  but adds
the attention heads of transformers, and the Gated Residual Network (GRN) to learn
relationships along the time axis. The TFT model outperformed the BlockRNN model,

requiring less hyperparameter tuning and demonstrating an ability to handle noisy
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data more efficiently. TFT also offered the added benefit of providing a probabilistic

forecast.

In our third approach, we deployed the N-BEATS model using a transfer learning
technique. This model had been pretrained on the M4 dataset, which is composed of
100,000 diverse time series data collected from various real -world sectors, such as
finance, economics and industry as shown in Figure 3-11. These time series differ in
their frequencies and lengths, which makes the dataset an ideal source of  diversity .
This extensive dataset facilitated the model's ability to make predictions wi thout
dependency on any specific features. Instead, the model learned to identify and
interpret various trends, frequencies, and noise patterns inherent in the M4 data. For

our purpose, the pretrained model employed only the oil rate data to derive
predict ions.(Al-Ali & Horne, 2023a, 2023b)
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Figure 3-11:M4 dataset used for training the N -BEATS model (unit8,2022)
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3.6. Block Recurrent Neural Network (BlockRNN)

The BlockRNN structure was designed using the Block Recurrent Neural Network
model. To determine the optimal set of hyperparameters for the model, we utilized a
grid search technique. This strategy examined various parameter =~ combinations, such
as the number of layers, the number of units per layer, batch size, and learning rate

to minimize the mean squared error loss. As demonstrated in Table 3-6 and Figure
3-12, the fine -tuned model featured two LSTM layers with 1000 units each, succeeded
by three fully connected layers of sizes 512, 512, and 1024. We employed a batch size
of 96, and utilized the Ad am optimizer with a learning rate of 104 to minimize the
Mean Squared Error (MSE) loss function. We trained the model for 300 epochs and
integrated an early stopping technique with a patience parameter set to 50 epochs.
Throughout the hyperparameters tuni ng process, we found that larger model
architectures, smaller learning rates, and larger batch sizes were necessary to
minimize the loss function. The best past covariates feature for well F  -12 was
determined to be the wellhead pressure. However, for well  F-11, a satisfactory match
could not be achieved due to the limited data available for training and testing. This
was primarily attributed to significant variation in the oil rate at later time steps,

making it challenging to capture accurately.

Table 3-6:Key parameters of BlockRNN model

Parameters Value
Number of LSTM layers 2
Number of unitsin LSTM 1000
Learning rate 0.00001
Number of Fully connected 3
layers (FC)
Number of neurons in FC 512,512, 1024
layers
Epochs 85
Batch size 96
Optimizer Adam
Loss function MSE
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Figure 3-12:BlockRNN optimized architecture.
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3.7. Temporal Fusion  Transformer (TFT)
The Temporal Fusion Transformer (TFT) represents a  cutting -edge attention -based

deep learning approach to time series forecasting. TFT primary building block is a
Gated Residual Network (GRN), which includes two dense layers coupled with two
activation functions , the Exponential Linear Unit (ELU) and the Gated Linear Unit
(GLU) (Lim et al., 2020) . This combination facilitates both skip connections and
gating, promoting efficient information flow throughout the network. TFT also
contains a Variab le Selection Network (VSN) for selecting the most relevant features

at each time step as showing in Figure 3-13 Time dependent processing is based on
an LSTM encoder -decoder for local processing and a self -attention layer for learning
long range dependencies across different time steps . In our model, t he optimized
parameters were identified using a grid search technique. We found that fewer
attention head layers contributed to minimizing the loss function. Table 3-7 displays
the parameter range for our grid search, while Table 3-8 presents the most effective
parameters. The optimal model consisted of a single LSTM layer, 64  hidden neurons
within each dense layer of the GRN, and a single self -attention layer. The TFT is
trained by minimizing the quantile loss function summed across three quantiles, (q)

0O[0.1, 0.5, 0.9], as per equation provided below .

OOcHM adaw © | hp R @ | Equation 6
For the training process, we used a batch size of 96 and the Adam optimizer with a
learning rate of p 1 to minimize the quantile loss function centered around 0.5. The
training procedure aligned with that of the earlier BlockRNN model, wherein we
monitore d the loss and implemented an early stopping technique to prevent
overfitting (Al-Ali & Horne, 2023b) .
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Table 3-7:Grid search parameters for TFT model

Parameters Value range
Input sequence length [10,20,30]
Number of LSTM layers [1,2,3]
Number of neurons in the hidden layer [32,64,128]
Learning rate [pipnfpm
Number of attention heads [1,2,3,4]
Epochs 500
Batch size [64,96,128]
Dropout rate [0,0.01,.1]
Optimizer Adam
Loss function Quantile (0.5)

Table 3-8:Optimal hyperparameters for the best TFT model

Parameter Value
Input sequence length 30
Number of LSTM layers 1
Number of neurons in the hidden 128
layer
Learning rate 0.0001
Number of attention heads 1
Epochs 135
Batch size 96
Dropout rate 0.01
Optimizer Adam
Loss function Quantile (0.5)

3.8. The Neural Basis Expansion Analysis Time Series
Model (N -BEATS)

The Neural Basis Expansion Analysis Time Series Model (N-BEATS) is essentially a
multilayered, fully connected network with each block within the model producing
two types of expansion coefficients: a forward projection (forecast) and a backward

projection (backcast). These blocks are assembled systematically into stacks,
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adhering to the principle of doubly residual stacking. Forecasts from individual blocks
are hierarchically aggregated, resulting in a holistic prediction (Oreshkin et al.,

2020).The model was created by ElementA | and was later acquired by ServiceNow.

N-BEATS is the first deep learning model that outperformed the statistical
approaches with interpretable forecast as it also set the basis for transfer learning on

time series forecasting.

To simplify, consider N -BEATS as a brain that uses past information to predict
future events, even when some details are absent. Each small component (block)
within this brain uses the data available to it (past and current) to project future
values (forward) and fill in missing  past values (backward) based on discernible
patterns (expansion coefficients). The brain's final prediction is an amalgamation of
all individual block predictions  (Al-Ali & Horne, 2023a) .

3.8.1. N-BEATS Architecture : Basic Block

As shown in Figure 3-14, suppose H is the forecasting horizon and the lookback

window is a multiple of the horizon H.

Think of our model as a set of blocks connected in a sequence, each acting like a step
in an assembly line. In our model, we've set it up so that each block looks back at the

last 30 time steps of data to predict the next step.

The block takes in some data, which we call x. If it is the first block in the line, x is a
chunk of historical data, in our case, 30 time-steps (H). For subsequent blocks, w is
the residual outputs from the previous blocks. Each block has two outputs: the block

forward forecast | and wt he bl ockds b e sa(baeksast). mat e of

Each block is splitinto two main parts internally . The first partis a four-layer neural
network that processes the input x sequentially, resulting in a transformed version

of the input. Using transformations, the block generates two types of important
information, [ and | . These are the backward and forward expansion coefficients,

and they are created using linear transformations.

49

t

he



The second part of the block then takes these coefficients, [ and [ and projects them
into a new space using basis layer transformations C and C. This process produces

the backcast and forecast signals.

Finally, each block outputs two signals, a prediction of what will happen next |
(forecast), and a refined version of its input @ (backcast). In essence, the backcast

signal is the optimal prediction of the forecast signal, given the transformations

Cand C

The model takes in a sequence of historical data, processes it block by block, each
refining the input and extracting future insights as shown in Figure 3-15. This step -

by-step operation allows the model to make accurate predictions, even with limited

data. (Oreshkin et al., 2020b)
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Figure 3-14:The basic Block architecture (Oreshkin etal., 2020b)
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The operations of the first part of the |

equations.
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-th block is described by the following

3.8.2. N-BEATS Architecture: Stacks

The complexity of the N -BEATS model comes from a design innovation where

Equation 7
Equation 8
Equation 9
Equation 10

Equation 11

Equation 12

numerous blocks are stacked to gether as shown in Figure 3-16. Within this structural

layout, the initial block is unique because it alone processes the original input
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sequence of data. Blocks that follow instead take in the backcast signal from previou s

block. The backcast signal is the block's best estimate of its input.

Inside each stack, a mechanism called doubly residual stacking operates illustrated
in Figure 3-17. This setup splits the backcast and forecast signals into two separate

branches and can be described by the following equations:
() W Equation 13
w Bw Equation 14

Each block subtracts from its input (), the part of the backcast signal ( ) that it has
managed to approximate well. Essentially, what's happening is that each block learns
to optimally model a portion of the input sign  al, while the remaining part is handed

over to be approximated by the downstream blocks.

Given this setup, each block is only responsible for modeling a fragment of the input
signal. Therefore, the final forecast, a prediction of future data points, is an

accumulation of all the individual block forecasts.
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Figure 3-17:Operations inside the block
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Our application of the N -BEATS model involved pretraining it on the M4 series,
making use of the hyperparameters specified in  Table 3-9. Comprising two layers and
20 stacks, the model was trained on a GPU machine. During this training phase, we
employed the Symmetric Mean Absolute Percentage Error (SMAPE) as our metric for

the loss function. SMAPE quantifies the average symmetrical differen ce between the

forecasted and the actual values.

To predict the oil rate series of our test dataset, we adopted a transfer learning
approach, applying the parameters and weights learned from the M4 series to our
new data. This enabled us to make prediction s about the oil rate, even without having
any prior knowledge of the Volve field data as shown in Figure 3-18. We extended
this same methodology to t he Norne field dataset, demonstrating its robustness even

when faced with limited data.
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Figure 3-18:Transfer learning using N-BEATS model architecture
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Table 3-9:Key parameters of N -BEATS model

Parameters Value
Number of stacks 20
Number of blocks 1
Number of layers 2
FLayer width 136
Expansion coefficient 11
Learning rate 0.0001
Optimizer Adam
Loss function SMAPE
3.9. Performance and Evaluation of Deep Learning

Models

Figure 3-19 and Figure 3-20 demonstrate the prediction results for well F  -12 using
the BlockRNN m odel with varying input features. Our observations indicated that
incorporating wellhead pressure as a covariate led to more accurate predictions
compared to other features. However, we were unable to achieve a reasonable match
for well F -11.

Error! Reference source not found. shows the prediction results using the TFT
model with wellhead pressure as a covariate. The TFT provides a probabilistic
forecast with lower and upper bounds using a quantile of 0.5. Compared to the
BlockRNN model, the TFT model delivered more accurate predictions  for both wells .
The TFT model performed better than the BlockRNN model in this study due to its
ability to handle nonstationary and noisy data, which are common issues in well
production data. The TFT model was able to filter out the noise and make more
accurate predictions, compared to the BlockRNN model which was unable to decode
the noise. In addition, the TFT model provided a probabilistic forecast allowing for a
better understanding of the uncertainties.

On the other hand, t he Neural Basis Expansion An alysis Time Series (N -BEATS)
model outperformed all previously mentioned models, including: ARIMA, LightGBM |,

BlockRNN and TFT , without the requirement of tuning or additional feature inputs.
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The pretrained N -BEATS model based on the M4 dataset was used as is and applied
to both wells in Volve and Norne fields . The results of the transfer learning N-BEATS
model predictions in Volve field are shown in Figure 3-22 and Figure 3-23. Using
transfer learning with the N -BEATS model yielded promising res ults, particularly
for fields with limited data (green fields). This method can be employed to overcome
limitations related to data availability as shown in Figure 3-24 and Figure 3-25 in
Norne fields well B -11 and B-12. However, as mentioned earlier, we used the
historical forecast method in the N -BEATS transfer learning. Therefore, we
conducted a sensitivity analysis to identify the horizon length that leads to high error.
Figure 3-26 and Figure 3-27 show the sensitivity analysis we performed using
different horizon le ngths up to nine time steps. As demonstrated in the figures, even
with a forecast horizon of nine time steps, the N -BEATS transfer learning model still

outperformed the other models.
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Figure 3-19:Comparison of oil rate prediction in rest data using BlockRNN model with varying

covariates: water rate and wellhead pressure.
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Figure 3-20:Comparison of oil rate predictio n in test data using BlockRNN model with varying
covariates: wellhead pressure and choke size opening, with wellhead pressure showing best results.
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